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[TloBCegHeBHbIe 3agaun 6u3Heca
2016-2026

6 5 5

BbicTpoe Pe3epBHoe MnaTdpopmbl
pa3BepTbiBaHue KonupoBaHue ANns aHanuTUKn
TeCcToBbIX cpef n aBapunHoe U CKOPUHra

u pa3paboTka BOCCTaHOBJ/IEHMe

5 5 5

OpraHunsauus ABTOMaTM3auuA ABTOMaTHnJyeckasa
pabounx MecT npoL.eccos obpaboTka
BK/IOYas «yAaneHKy» u BHeapeHue A NMUKOBbIX Harpy3ok




Kak 6M3Hec ux peluaeT c MOMOLLbIO o6naka: T
OT cToeKk — KlaaS, PaaS, SaaS n AlaaS

2016-2017 » 2018-2022 » 2023-2026 >

= Ctonkmn B LIOA = CTaHOapTM3aUmsa MCNOMb30BaHNS = GPU kak cepsuc (GPUaaS)
(Colocation) obnaka perynsTopamy = Al kak cepsuc (AlaaS)

= Hauyano KoHconuaaumm = BHeapeHue PaaS = TB6pMAHOE 06MaKo —
N BUPTYyanu3aumm N9 YCKOpeHns pa3paboTku KaK HOBas HOPMa

= O6nako noa 0PUCHYo = [oBbileHve = Pa3paboTka, BK/IoYas
MHDPACTPYKTYPY OTKa30yCTONYMBOCTH ’

MWKPOCEPBUCHI

NC ¢ noMouwlbko laaS




@) Typ60_06naKko |o6nako BbICOKUX CKOPOCTEIA |

SaaS
Bu3sHec-npunoxeHus
PaaS
[TnaTdopMeHHble
CEpPBUCHI

laaS
O0O1auYHbIX e ancors
CEPBUNCOB frgopuaoHas

NMpodeccrnoHanbHble
cepBuChblI




O6nako paaom

Bbl30BbI Feorpapunyeckoun
pacnpeneneHHoCcTy bnsHeca




LinppoBoe HepaBeHCTBO
6nn3ocTtu Kobnakam B Poccum




«O6naKko psaaoM ¢ KIIMeHTOM»

O6nauHble cepBUCHI Ha 6a3e reopacnpeaeneHHoOn ceTu
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. ICKYCCTBEHHbIN MHTENNEKT

MHPPaCTPYKTYypHbIE
BbI30BbI /19 OM3HECa




MWpPOBOI1 PbIHOK — pacxoabl Ha UU T

MnpAa S 2023 AlaaS — UM kak ycnyra

Pa3Butue
MHPPACTPYKTYpPbI
988

UHTerpauud
B NOTPE6GUTENLCKYIO
9NEeKTPOHUKY

0,3BT 3,0BT

9HEepProemMKoCTb CTaHOaPTHOro VS 3HEProemMKoCTb
nonckoBoro 3anpoca Google nounckoBoro 3anpoca ChatGPT




Kak 6usHec ncnonbayet W T

[lepcoHanunanpoBaHoe 3anyCcK CNOXHbIX

KNMMEHTCKOE 0bCnyXnBaHue Al-NpoaykKToB 1 UccnenoBaHUM
ObpaboTka 1 n3BnevYeHme YcKkopeHue

OAHHbIX U3 JOKYMEHTOB Pa3paboTKM M aHaNUTUKM
CKBO3Has aBTOMaTU3aLMS [TporHo3npoBaHmne
bM3HeC-NpoLLEeCCOoB N NpeanKTUBHaA aHanuTuKa



[Tpo651eMbl BHEApPEHUSA

MHPpacTpyKTypbl c A

OueHb OPOroe «Xkene3o» — [1ng onTMmM3aumm 93blKOBbIX
HEOObX0ANMbl 3HAYNTENbHbIE MOLernem Heobxoanmbl
BOXEHUA B UHPQPACTPYKTYPY OOMNONMHUTENbHbIE

(On-premise) KanuTanbHbIE BOXEHUS




[lpenMyllecTBa 061a4YHbIX CEPBUCOB

BbicTpbIU

OKOHOMUYEeCcKas

3 HEKTUBHOCTD MacwTabupyeMocTb




Cepsucbi c GPU




€3 Typ6o_o6nako pelweHusa ana U

BareMetal c GPU BupTyanbHble MallnHbI
~ C BUpTYyann3nposaHHbiMy GPU

Linux-KOHTenHepbI
c poctynom k GPU
yepes TexHonoruo MIG



Uto

BupTtyanbHaqa Linux
BareMetal PTY .
MallUHa KOHTEeWHepbl
[Mpou3BOANTENbHOCTb
GPU
fTMébkoe vynpasneHue
yrpasne n EEE 1
KOHpUrypaumeu
MUHUMAanNbHbIE
HE R N HE
HaknagHble pacxoabl
U3onauua oT «wymMa» HEE | HEE
MuyHUManbHaqa
HE HE R |

CTOUMOCTD



ABTOMAaTMU3aLMS PYTUHbI — T
[Nl KOMaHAbl BHYTPEHHEro ayamTa

3afaum npoekTa

= [TOBbICUTb CKOPOCTb 06pabOoTKM MHPOPMALLUK, PaCLLMPUTL
MacLTab aHanm3sa v rnybuHy npopaboTkM AaHHbIX.
Pa3BuTtre BHyTpeHHnX N MHCTpyMeHTOB ANngA ayamTa

= [1n4 3anycka: onepaTtmMBHO Pa3BEPHYTb
NPOM3BOONTENBHYIO U30NMPOBaHHYIO MHPPACTPYKTYPY
c GPU, He nepecTpanBad TekyLyo NT-cpeny

8 GPU » 3841H
Nvidia L4A0Sc48TB BUOEONAMATH




U B Texnoppepxke —
ans komaHabl UT-npoBangepa

3afaum npoekTa

» BHeOpuTb HenpoceTu B BU3HEC-NPOLLECCHI TEXNOALAEPXKN
[N pOCTa onepaTnUBHOCTU M Ka4yeCTBa CepBuca

» Pa3BepHyTb pewweHne ¢ GPU onga BHeopeHUsa OTKPbITbIX
A3bIKOBbIX MOAENen — LMPPOBbLIX MOMOLLHMKOB, KOTOPbLIE
MOHUMAaIOT ECTECTBEHHbIN A3blK, aHaNM3NPYyoT 60blUne
0bbeMbl TEXAOKYMEHTAaLMN U FeHepupyoT Koa

s O pas3 ha /026

yCKOpUnu COKpPaTUIN BPEMS PEAKLLMM
BbIMOTHEHME MHXEHEPOB Ha NHUMOEHTDI




@ AIINFERENCE

Hugging Face Private Repo Fine-tuned
o)
99,95%
SLA

3anyck no6bix Al-Moaeneu ABTO3arpyska u3
32 HECKOJIbKO MUHYT Hugging Face n S3 focTynkocTs

C repepacy&ToM CTOUMOCTH Knactep, Kubernetes, GPU,
MNepenante mopens — nnaTdopma pa3sepHeT [MpOCTO yKaxmTe UCTOUHMK MOAENN — NPy HapyLUEeHUM MHXEHepbl —
OKpYXeHue n oTaacT rotosbit APl endpoint nnatdopmMa pa3BepHET ee cama Ha CTOpOHe NnaTpopMbl

Be3 cBoero knactepa

516 EER re/y

war BblgeneHums TONBKO 1 ' ) 8
VRAM Scale-to-zero a 3a noTpe6neHune “

GPU-namatb B npocTtoe nHcTaHe
TapudUUMpyeTCs no dpakTy He TapuduumpyeTcs. [Mpu

VICNONb30BaHMS] TpadUKE NOAHMMAETCS CaM I N F E R E N C E
PLATFORM

NVIDIAH200

He HYXHO pe3epBMpPoBaThb
cepBep LenvkoM

[[6/MecC.

XpaHeHUuda Kala

ABTOMacwTabrpoBaHue
Mopenb ocTaeTcA rotosom - =

K 6bICTPOMY 3amMycKy Pennuku pacTyT no RPS | | | I r0T0 BbiN € nd p0| nt
1 napannenbHbiM 3anpocamM

Bbl 3apaére min n max Mogaenb, oKpy>XXeHue 1 AOCTYMbl COBUPAaTCA B rOTOBbIM API-KOHTYP

12 TB+ ° oT7,5P

MUHUMabHbIA War KpynHble Mofienu 3a 1B namMsaTH Byac

RAM . .
. Multi-node inference CoBMecTUMOCTb C OPenA| API Mpo3payHas TapuduKaums no BblaeneHHoM

GPU-namsiTb TapuouumpyeTcst ntensor parallelism
no akty pacnpenensoT Mofenb [nsa LLM-Mofeneit [ocTaTouHo nomeHsTb base URL — GPU-namaTtu
no cepsepam. VHTerpaLws 6e3 nepenmchiBaHNs KIMEHTCKOro Koaa




[0TOBbI 06CYANTb MAPTHEPCTBO T

MM NepPBbIMU Y3HATb O 3anycKe NUIoToB?

Turbo

Muxaun Cloud.ru




